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A. Program:
9:00-9:15 – Welcome Message by Organisers
9:15-10:00 – Invited Talk: "Questions Concerning Engagement: What is it? How do we measure it?
How do we design for it?", Kevin Doherty, Ireland
10:00-10:30 – Coffee break
10:30-11:30 – Paper Session 1
"Audio Features for the Classification of Engagement", Christy Elias, João P. Cabral, Nick
Campbell, Ireland

"Play SMILE Game with ERiSA: A User Study on Game Companions", Andry Chowanda, Peter
Blanch, Martin Flintham, Michel Valstar, United Kingdom

11:30-12:30 – Open Discussion about Questions Concerning Engagement and Its Measurement in
Human-Machine Interaction
12:30-14:00 – Lunch
14:00-15:00 – Invited Talk: “Engagement and presence in human-machine and human-human
interaction”, Jens Edlund, Sweden
15:00-15:30 – Coffee Break
15:30-16:30 - Paper Session 2
"Detecting Body, Head, and Speech in Engagement", Martin Vels, Kristiina Jokinen, Estonia
"User Engagement and Preferences in Information-Giving Chat with Virtual Agents", Nadine
Glas, Catherine Pelachaud, France
16:30-17:00 – Invited Talk: "Engaging Machines", Nick Campbell, Ireland
17:00-17:30 – Final Discussion (Concluding Remarks and Future Challenges)
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B. Invited Talks:
"Questions Concerning Engagement: What is it? How do we measure it? How do we design for it?",
Kevin Doherty, Ireland
Researchers and designers of technology of all kinds are deeply invested in the question of how to engage
users. However, as many readers will be aware, this task is not always an unambiguous one and is often
complicated by the difficulties faced in resolving exactly what it means to be engaged.
This talk addresses the problem by examining the range of conceptions, measurements, and strategies for
engagement within the field of Human Computer Interaction (HCI) and the wider computer science
literature. In doing so, it draws upon the results of a comprehensive systematic review of the term, its
conceptions and measurements (n=351).
As well as reflecting upon interpretations of the term across a wide variety of contexts, the theoretical
foundations of engagement (cognitive, emotional, behavioural, and conative), as adopted by a significant
sample of researchers will be described. How features of the task, context, user, and interaction impact
engagement will be touched upon, as will the multitudinously described features and synonyms of
engaging experiences, including immersion, enjoyment, flow, motivation, presence, addiction, affect, and
involvement.
The act of measurement plays a key role in relation to the topic of engagement. Measures from
questionnaires to psychophysiological assessments, quantitative and qualitative, implicit and explicit, will
be discussed. Work by prominent authors across fields and experimental results of particular relevance
to all those working with the topic of engagement will be highlighted.
Relevant aspects of the discussion regarding our objectives for engaging technology will also be
acknowledged – from the type of engagement we should aim to inspire, to the beginnings of a user
experience inspired move away from a focus on evanescent forms of engagement to the goals of learning,
understanding, reflection, slower interaction, and wellbeing.
Finally, the talk will conclude by outlining some key areas for future contributions to the advancement of
our understanding of engagement and the development of active, engaging systems.
This talk will benefit all who consider engagement in their work, desire a more complete picture of the
concept, or are simply invested in the design of technology for more engaging experiences.

Kevin Doherty is a Human-Computer Interaction researcher in the School of Computer Science and
Statistics at Trinity College Dublin. He has a background in engineering and design, and an interest in the
development of technology for deployment in the areas of healthcare and mental health in particular.
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“Engagement and presence in human-machine and human-human interaction”,
Jens Edlund, Sweden
In this talk, I will give my view on how engagement relates to a sense of presence, or co-presence more
specifically. I will argue that engagement in face-to-face human-machine interaction hinges on
suspension-of-disbelief, and the ease with which we suspend disbelief in turn depends on a great many
things, none of which is neither a sufficient nor a necessary condition, but all of which matter to how the
interaction emerges and unfolds. As a matter of course, I will throw in the argument that “naturalness”,
whatever that may be, has little to do with anything.

Jens Edlund has a background in linguistics, phonetics and computational linguistics. He has worked with
language and speech technology in the research industry and in academia since the mid 90s. His research
centres on speech and spoken communication both between humans and between humans and
machines, and he has worked in most areas related to these, from component technologies and
frameworks and architectures to human perception and cognition. Edlund’s research places human
behaviours at the centre, with a view to use technology to understand human behaviours – in particular
social, co-situated interaction.

"Engaging Machines",
Nick Campbell, Ireland
As a VP the title describes the act of communicating with a device or agent, typically through speech; as
an NP it refers to the device itself - this talk attempts to unite the two readings of the title to describe
research currently being carried out at the Speech Communication Lab at TCD into interactive speech
synthesis. Our technology adds sensing components to a traditional speech synthesiser and includes a
module that estimates the cognitive states of the listener to synthesised utterances. Conventional
synthesisers simply speak out the message they are given, regardless of whether a listener is even present
or not; our technology aims to provide a synthesiser with an estimation of the listener's degree of
understanding of spoken utterances or engagement in a dialogue in order to trigger rephrasing, repetition
or similar repair strategies.
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C. Abstracts of Paper Sessions

"Audio Features for the Classification of Engagement",
Christy Elias, João P. Cabral, Nick Campbell, Ireland

This paper analyses the features encapsulated in the speech signal to estimate the engagement of the
interlocutors in a conversation. The features used for classifying engagement in a multiparty dialogue
corpus (TableTalk Corpus) are the prosodic parameter F0, glottal parameters correlated with voice quality
(Open Quotient, Return Quotient, Speech Quotient), and Mel-frequency cepstral coefficients (MFCCs).
Different combinations of these features were used in a random forest classier and results show that the
use of voice quality features improve the classification results.

"Play SMILE Game with ERiSA: A User Study on Game Companions",
Andry Chowanda, Peter Blanch, Martin Flintham, Michel Valstar, United Kingdom
This paper describes the evaluation of our fully integrated virtual game companions framework (ERiSA)
[4]. We conducted three user studies with different scenarios using two versions of The Smile Game [4] in
semi-public and public spaces. In our study, we show that the game companions' personality was
successfully perceived by the participants while interacting and playing with the game companions. Topic
about the game itself was the most popular topic with total 598 occurrences in our studies. Moreover,
facial expressions is the most performed type of attack in the game. Finally, from the large number of
video data collected, we aim to automatically learn the interaction rules and additional attack
movements.
[4] Andry Chowanda, Peter Blancheld, Martin Flintham, and Michel Valstar. Erisa: Building emotionally
realistic social game-agents companions. In Timothy Bickmore, Stacy Marsella, and Candace Sidner,
editors, Intelligent Virtual Agents, volume 8637 of Lecture Notes in Computer Science, pages 134{143.
Springer International Publishing, 2014.

"Detecting Body, Head, and Speech in Engagement",
Martin Vels, Kristiina Jokinen, Estonia
This paper describes ongoing work related to the analysis of videos, and to recognising of body, head and
legs of conversing partners. The spoken utterance transcripts are used to mark the speech and are divided
into different types: propositional, backgrounding, and laugh segments. We report promising results
which can be linked to the conversational participants' experience and engagement in the interaction.
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"User Engagement and Preferences in Information-Giving Chat with Virtual Agents",
Nadine Glas, Catherine Pelachaud, France
We have performed a perceptive study that shows the existence of positive correlations between the
user's preferences for an art-work (a physical object) and the user's engagement during the discussion of
this object with a virtual agent. This finding encourages the development of agent dialogue strategies that
personalise the topic of conversation in information-giving chat according to the user's preferences.

D. Open Discussion about Questions Concerning Engagement and Its
Measurement in Human-Machine Interaction
Chairs: Loredana Cerrato and Kevin Doherty
We plan to start with a discussion on ‘what engagement means’ by taking into account the different
perspectives and background of participants. Further discussion will follow the introductory part to try to
reflect and find answers and to the relevant questions on engagement and its applications to IVA and HCI.
The following is a list of questions that Kevin Doherty has already come up with to serve as a possible
starting point and to motivate other participants to think about other possible questions they would like
to discuss in the session.
What do participants view as the current gold standard for engagement or indeed the best
approach towards one?
Do participants believe that the concern of voluntary engagement is important? If so how can this
best be addressed in relation to virtual agents? What are the primary barriers?
Have experimental approaches been overly constrained? Do we need a greater focus on testing
in real-world environments and longitudinal assessment? If so how can this best be addressed in
relation to virtual agents? What are the primary barriers?
How do we decide at what level of analysis to pose our measurement of engagement? For
example, if developing a task focused virtual agent, should we focus upon task engagement,
emotional engagement, learning engagement, or work engagement? Do we require open-ended
approaches to assessment?
How do we address the problem of work which crosses over into design and development more
so than traditional, analytical research? [the problem of optimisation vs satisficing] [and the
necessary consideration of design process]
Are people open to the adoption of a broader pool of macro, psychological, and social theory? If
so, how do they think that this can best be achieved?
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Is technological obsolescence a genuine problem in the area of IVA research?
Reflect upon where our meaning (re. engagement) comes from in our work? Are researchers
aware of the positivist / constructionist divide? How do they reconcile these perspectives?
In relation to virtual agents, and their own specific work, what do researchers think of the
argument that we should design our technologies “not to do things for people but to engage them
more actively in what they currently do”? [the potential negative side of engaging IVAs]

F. Full Papers
The following papers are presented in the next pages:
"Audio Features for the Classification of Engagement", Christy Elias, João P. Cabral, Nick Campbell,
Ireland

"Play SMILE Game with ERiSA: A User Study on Game Companions", Andry Chowanda, Peter Blanch,
Martin Flintham, Michel Valstar, United Kingdom
"Detecting Body, Head, and Speech in Engagement", Martin Vels, Kristiina Jokinen, Estonia
"User Engagement and Preferences in Information-Giving Chat with Virtual Agents", Nadine Glas,
Catherine Pelachaud, France
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Audio Features for the Classification of
Engagement
Christy Elias, João P. Cabral, and Nick Campbell
School of Computer Science and Statistics, Trinity College Dublin,
College Green, Dublin 2, Ireland
{eliasc,cabralj,nick}@tcd.ie

Abstract. This paper analyses the features encapsulated in the speech
signal to estimate the engagement of the interlocutors in a conversation.
The features used for classifying engagement in a multiparty dialogue
corpus (TableTalk corpus) are the prosodic parameter F0, glottal parameters correlated with voice quality (open quotient, return quotient,
speed quotient), and Mel-frequency cepstral coefficients (MFCCs). Different combinations of these features were used in a random forest classifier and results show that the use of voice quality features improve the
classification results.
Keywords: conversational engagement, voice quality analysis
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Introduction

Engagement detection can be applied to improve the quality of interactions in
dialogue systems or to help to make human intervention decisions in automated
dialogue systems such as in call centres. Researchers have used di↵erent methods
to detect engagement in the past. Acoustic, temporal and emotional information
from telephone calls were used in the work by Yu et al. [1] in which emotional
levels estimated from acoustic information from utterences and this information was used to predict engagement. The parameters used consisted of pitch,
spectral energy and duration parameters. Gustafson and Neiberg [2] modelled
engagement based on listener responses where change in syllabicity, pitch slope
and loudness in non lexical response tokens in Swedish were used to detect engagement. These studies were based on dyadic telephone conversations whereas
Bohus and Horvitz modelled engagement in dynamic environments where the
participants enter, leave and interact in a very natural manner [3]. Gaticia-Perez
[4] considered the degree of engagement displayed by a person to be an expression of internal state of “interest” of that person resulting from the attraction
towards the interlocutor, interest in the theme of the conversation or the social
rapport. The definition of engagement varied according to the contexts of these
studies and in the context of this work an interlocutor is considered to be engaged if he/she is in overall involved in the conversation and is interacting with
others.
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Voice quality has been found to be associated with speaker’s emotion, mood
and attitude [7]. Charfuelan et al. [8] used voice quality to predict the social
status of participants in scenario meetings and reported the use of “louder-thanaverage” voice quality for the most dominant speaker and “softer-than-average”
in the case of the least dominant speaker. Prosodic parameters and MFCCs have
been used in previous works on engagement. For example, Hsiao et al. [9] used
acoustic patterns and turn-taking patterns to detect continuous social engagement in dyadic conversations. Gupta et al. [10] analysed engagement behaviour
in children with vocal cues in non-verbal vocalizations and their results suggests that vocal cues can be used e↵ectively to detect engagement. In this work,
the classification of engagement is extended to other voice quality parameters
(glottal parameters), in addition to the previously used F0 and MFCCs.
The remainder of this paper is organised as follows. Section 2 describes the
TableTalk corpus and engagement annotations used in this study. The feature
extraction and classification of engagement are explained in Section 3. The results of classification is analysed in section 4 and conclusions are presented in
section 5.

2

TableTalk Corpus

2.1

Data

The data used in the study is part of the TableTalk1 corpus , which was collected
at ATR Research Labs in Japan for studies in social conversations. The corpus
collected over three days contains free conversations among four people, with
exception of day 2 which has five participants. The conversations were in English
although only one of the participants was a native speaker (the others were
Japanese, French and Finnish). The recording was performed using a 360 degree
camera to captures the faces of the participants who sat around a table, and a
centre mounted microphone was used to record the audio.
2.2

Engagement Annotation

Bonin et al. [5] conducted an experiment for annotation of the day one recording (35 minutes long) for individual and group engagement. The segments were
marked discretely with “+” for engaged and “-” for not engaged. Five psychology students were recruited as annotators and were given no restriction on the
length of each annotated segments. Interlocutors were considered engaged if they
were interacting with others or actively listening using backchannels, gestures
or mimicry. The group was considered to be engaged if three out of the four
interlocutors were considered to be engaged.
The first five tiers shown in Figure 1 are the annotations of group engagement
obtained from the annotations in [5]. The timespans were not predefined for the
annotations so as to let the annotator rate without any restriction of time.
1

http://sspnet.eu/2010/02/freetalk/
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Fig. 1. Annotation of engagement in the TableTalk Corpus. The last tier shows the
derived labels of engagement.

For this study new labels were derived from the original annotations by
combining the labels of di↵erent annotators. The data was segmented into silence
and speech. The new labels are shown in the last tier in Figure 1. In this case,
each segment was given a numeric label of +1 for “engaged” or -1 for “notengaged” based on the maximum number of annotations that were marked as
engaged/not-engaged (respectively) in overlapping segments of the annotations.

3
3.1

Experiment
Feature Extraction

The speech features were estimated from the audio recording down-sampled to 16
kHz. The estimated features consisted of prosodic (F0), Mel-frequency cepstral
coefficients (MFCCs) and glottal parameters. Features were estimated on frames
25 ms long and using a frame shift of 5 ms.
F0 and 12 MFCC coefficients (including log energy) were extracted using the
SPTK toolkit (http://sp-tk.sourceforge.net). The glottal parameters open
quotient (OQ), return quotient (RQ) and speed quotient (SQ) were estimated
using the method described in [6]. These three parameters are strongly correlated
with voice quality. Open quotient (OQ) is the ratio of the duration of the open
phase of the glottal cycle (when the glottal folds are open) by the pitch period.
Speed quotient (SQ) represents the asymmetry of the glottal pulse. The return
quotient (RQ) is related with the abruptness of the transition between open
phase and the closed phase which is proportional to the spectral tilt.
3.2

Engagement Classification

A random forest learning algorithm implemented in Weka [11] was used for the
classification of engagement. The classification experiment was performed using
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di↵erent combinations of the speech features together with the engagement annotations. Seven feature sets were used: F0, MFCC, VQ, F0+VQ, MFCC+F0,
MFCC+VQ, MFCC+F0+VQ. A 10-fold cross validation approach was performed to assess the classifier.
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Results

The results are shown in Table 1. The distribution of engaged and not-engaged
classes were not balanced in the TableTalk corpus. For this reason, the average
per-class accuracy (unweigthed accuracy) was calculated to assess the results of
the classification.
The combination of MFCC, F0 and voice quality parameters resulted in the
highest unweighted accuracy (88.24%) among the combinations used. The results
were statistically significant with p-value<0.05. The F-measure for the engaged
and not-engaged segments was higher when voice quality features were used.
The increase in the F-measure shows that the classifier performed better when
voice quality features were combined with F0 and MFCCs.
Table 1. Results of random forest learning for engagement classification
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Features

Accuracy

F0
VQ
MFCC
F0+VQ
MFCC+F0
MFCC+VQ
MFCC+F0+VQ

65.39%
77.72%
86.22%
77.53%
87.55%
87.77%
88.24%

F-Measure
Engaged Not-Engaged
0.777
0.228
0.861
0.439
0.916
0.621
0.862
0.398
0.923
0.669
0.925
0.677
0.927
0.693

Conclusions

In this study the use of audio features (F0, MFCC, Voice quality) for classification of engagement was analysed. It can be seen that the combination of
voice quality features with F0 and MFCC features improved the classification
of engaged and not-engaged segments, compared with the commonly used set
of acoustic parameters (F0 and MFCC). The classification of engagement using
more voice quality features on a larger data set will be the immediate future
work.
Acknowledgments. This research is supported by the Science Foundation Ireland through the CNGL Programme (Grant 12/E/I2267) in the ADAPT Centre
(www.adaptcentre.ie) at Trinity College Dublin.
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Play SMILE Game with ERiSA: A User Study
on Game Companions
Andry Chowanda1,2 , Peter Blanchfield1 , Martin Flintham1 , Michel Valstar1
1
School of Computer Science, The University of Nottingham, Nottingham, UK-GB
{psxac6,peter.blanchfield,martin.flintham,michel.valstar}@nottingham.ac.uk
2
School of Computer Science, Bina Nusantara University, Jakarta, ID

Abstract. This paper describes the evaluation of our fully integrated
virtual game companions framework (ERiSA) [4]. We conducted three
user studies with di↵erent scenarios using two versions of The Smile
Game[4] in semi-public and public spaces. In our study, we show that
the game companions’ personality was successfully perceived by the participants while interacting and playing with the game companions. Topic
about the game itself was the most popular topic with total 598 occurrences in our studies. Moreover, facial expressions is the most performed
type of attack in the game. Finally, from the large number of video data
collected, we aim to automatically learn the interaction rules and additional attack movements.
Keywords: Social Relationship, Social Dialogue, Game-Agents, Interactions
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Introduction

In the intelligent virtual humans research community, the focus of e↵orts appears to always be on improving the capabilities of the agents. This is resulting
in increasingly complex systems. In particular social interactive agents, be they
virtual humans or social robots, have the tendency of becoming increasingly, perhaps even excessively complex systems. This is mainly because these researchers
aim at replicating human interactive capabilities, and thus in essence try to emulate all the complexities of the human social brain. To keep this daunting task
feasible, this is often done in a reductionist manner, with separate modules responsible for the visual and audio sensing capabilities, dialogue management and
mental state management, action planning, speech production and behaviour
synthesis. One of an existing framework for virtual game companions is ERiSA
(Emotionally Realistic Social Game-Agents) framework [4].
This paper describes the evaluation of our fully integrated virtual game companions framework(ERiSA) [4] by conducting a series of user studies using The
Smile Game[4] in semi-public and public spaces. The Smile Game is inspired by
the “Don’t Smile” game that has two people facing each other and make each
other laugh with jokes and funny facial expressions. The first person to smile
uncontrollably loses. In the study we also collected initial data for human-agent
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interactions. Total of 67 distinct participants (with total of 72 interactions for
3 hours 22 minutes and 31 seconds) interacted with two of SEMAINE virtual
humans (Poppy and Spike) [15] [1] with di↵erent personalties in two versions
of The Smile Game [4]. In this study we present work towards building fully
automatic systems for integrated virtual game companions in semi-public and
public areas to establish a natural space for social interaction.
Most of the participant (87.5 %) who interacted with both of the virtual game
companions perceived Poppy as a nice and friendly “person”, while Spike as a
rigid, unpleasant “person” and hard to defeat in the game. Moreover, from the
first and second study, we found out that topic about news was not a favourable
topic. Eighty three percent of the participants turned down the conversation
related to news by saying “no good news” and then the virtual game companions
had to switch the topic immediately. On the other hand, topic related to the game
itself was the most popular in our studies. Interestingly, in the third study most
of the participants loved to talk about themselves, with total average duration
of 208 seconds spent on this topic.

2

Related Work

It is not easy to evaluate a such complex system. There are several methods
to evaluate the system depending on what aspects of the system we want to
evaluate. Gratch and Marsella proposed a methodology to evaluate an emotion
model for virtual humans by comparing the virtual human’s behaviour to human’s one. They also implemented the methodology to evaluate their proposed
emotion Model [7].
Bickmore designed Tinker, a virtual museum guide with social intelligent [2].
The system was installed in an open space with enormous number of interactions for almost a year. The participants interacted with the virtual guide with
multiple-choice touch screen. The researcher evaluated the e↵ect of the virtual
guide’s social behaviour on the participants’ engagement and learning in the
museum. While Kopp evaluated their virtual museum’s guide by deploying the
system in a public museum, and recorded the interactions between the virtual
guide and the visitors in log files. The log files then analysed for dialogues between the virtual guide and the visitors [10]. Similarly, Robinson [12] collected
and analysed a corpus of favourite topics between a virtual guide and museum
visitors.
Wizard of Oz (WoZ) method is also commonly used for evaluating a prototype system [8] as well as for initial data collection for human-computer interactions [5]. Vardoulakis collected conversation data to determine the favourite
topics of older adults’ with the agent as well as to evaluate their system using
WoZ method [17]. Similarly, Sidner et al implements WoZ method for their social agents controlled remotely by an experimenter, to collect what topics are
favourable to talk about with the agent [16].
Kelley [9] used WoZ to develop natural language computer system as a personal assistant agent to help business professionals manage their personal cal-
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endars. Salber and Coutaz [13] also mentioned that the WoZ method has been
largely used to build large corpora for natural language processing used in retrieval information systems (e.g. reservation and advisory systems).
The SEMAINE project team created a large number of audiovisual database
of interactions with their Embodied Conversational Agent (ECA) using WoZ
method, semi-automatic Sensitive Artificial Listener (SAL) and automatic SAL
[11]. Concurrently, the interaction quality between the participants and the
ECAs were also evaluated.

3

The User Study

We conducted three user studies of The Smile Game in both semi-public and
public spaces. The first and second study were conducted as pilot studies where
the system was installed at one of our school’s semi-public spaces and any person (age of 18 or over) who was passing by, interacted with the system. Hence,
it established a natural space for interaction with the virtual game companions, allowing for serendipitous encounters. Based on the evaluations of the pilot
studies, we deployed an updated system and evaluated it during a public event
(Mayfest 2015) held at The University of Nottingham. In this study, any person
of any age who was passing by, played with the virtual game companions.
In the game, we use two SEMAINE characters, Poppy and Spike [11] as
the game companions. Poppy has a high extraversion and low neuroticism personality (PE = 0.5, PN = 0.1, while Spike has a high neuroticism and low
extraversion personality (PE = 0.2, PN = 0.5) and decay rate r to 0.02 for both
game companions. We based our model on the OCEAN personality model [14].
The values of the traits are represented by a set of real numbers between -1 to
1, where 1 represents the strongest possible value in that particular trait (see [4]
for details).
There were four phases of the interaction: Opening, Chit-Chat, Game, and
Closing phase. The Opening Phase is a phase where the participant initiated
their interaction with the virtual game companion. In this phase, the virtual
game companion greeted the participant and asked the participant’s name (if
the virtual game companion hadn’t met the participant before). Afterwards, the
virtual game companion initiated a small chit-chat using “evaluating the day”,
weather, or news dialogue (Chit-Chat Phase). The next phase was the Game
Phase where the participant and the virtual game companion played the game
trying to make each other laugh by making weird facial expressions, funny body
movements and jokes. Finally, the virtual game companion evaluated the game
and said goodbye after they finished the game (Closing Phase).
During the interaction, a video and audio recording was made using a clearly
visible camera and shotgun microphone. All the interaction videos were annotated using ELAN [3] and analysed for the evaluation. We annotated the interaction turn, participant’s engagement, game strategy, movement type to evaluate
the conversation and the game system. The conversation topics were also annotated to understand what do the participant usually talk about while interacting
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with the virtual game companions. Figure 1 illustrates the interaction video annotated with ELAN. No 1 shows The Wizard/Debug screen, No 2 shows the
participant screen, and No 3 shows the annotation block.

Fig. 1. The Smile Game User Study

3.1

Study 1: Wizard of Oz Pilot Study

Two di↵erent methods were applied for this study. In the first method, the
participants (age of 18 or over) were recruited. In the second method, we run
the game system at random times during working days for approximately 1.5
hour/day for 2 weeks, and let any person (aged 18 or over) who was passing by,
interacted with the system. The participants were allowed to interact with the
virtual game companions as long as they want and as many time as they like.
The virtual game companions will forge a relationship link to the participant,
depending on the quantity and quality of the interaction with the participant.
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In this study, an operator called The Wizard controlled several system functions manually while a user interacted with the system, believing that they were
interacting with a fully functional application system [8]. The Wizard replaced
the Automatic Speech Recognition modules in Sensing Components, Verbal Interpreter modules in Interpreter Components, and all modules in Behaviour
Components. While the other components remain automatic. In The Wizard
screen (See Fig. 1 no. 1), The Wizard observes the participant’s face through a
web camera and hears the participant’s voice through a microphone. In addition,
The Wizard monitors participant’s internal states through a graphical representation chart(as shown in Figure 1). The Wizard then interprets the participant’s
behaviour and makes a decision to reply to the participant using command line
by choosing actions provided in the screen.
During any phases, The Wizard can either choose a specific action or just
the category and let the system determines a specific action based on the participant’s and virtual game companion’s internal states. For example: In the
greeting phase, The Wizard can either choose a specific greeting utterance or
just type “greetings”. The system will then choose a greeting utterance for The
Wizard to greets the participant. Other example: In the game phase, The Wizard can specify what kind of facial expressions or jokes to perform or just type
“attack” or “defend” to perform an attack or defend behaviour based on the virtual game companion’s urge to smile. The closer the participant is, to make the
virtual game companion laugh, the more aggressive the virtual game companion
becomes.
In this study, there were 9 distinct participants (8 males) with 12 interactions
with the virtual game companions (10 with Poppy, 2 with Spike). The total
duration of the interactions was 30 minutes and 48 seconds (MIN = 36s; MAX
= 333s; AVG = 153.42s; SD = 100.35). Six participants were invited to interact
with the virtual game companions, while the others spontaneously played with
the virtual game companions. In addition, there were 10 interactions where the
participants interacted for the first time, with the virtual game companions.
Among the 5 participants who finished the game, there was only one participant who won the game playing with Poppy (winning rate 20%). Others couldn’t
help but laugh either because of the movements they did or the virtual game
companion performed. Mostly, the virtual game companion won due to their
funny facial expressions. There were 2 participants who laughed immediately after they performed funny facial expressions. This indicates, they were laughing
because they thought they were doing some funny and stupid things. In four
out of twelve game sessions, the participants also mimicked the virtual game
companion’s facial expressions.
3.2

Study 2: Fully Automatic System Pilot Study

The method of this study is similar to the first study (Wizard of Oz Pilot Study).
The only di↵erence in this study was that the system was running fully automatic. In this study, we run the game system at random times during working
days for approximately 2 hour/day for two weeks.
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In this study, there were 12 distinct participants (8 males) with 12 interactions with Poppy. The total duration of interactions was 19 minutes and 31
seconds (MIN = 3s; MAX = 351s; AVG = 97s; SD = 101.47). All participants
spontaneously played with the virtual game companion without knowing what
they should/can do with the virtual game companion, except 1 participant was
invited to play with the virtual game companion. In addition, there were 10
interactions where the participants interacted for the first time, with the virtual
game companions.
From all participants, only 2 participants successfully played with Poppy,
and only 1 finished the game(winning rate 50 %). Ten out of twelve participants
weren’t sure what to do, and how to play the game while the virtual game
companion failed to interpreted the user’s speech due to the speech recognition
technology.

3.3

Study 3: MayFest 2015

In this study, the system was ran approximately for 6 hours at the The University
of Nottingham’s Mayfest 2015 event. Due to the very noisy environment, it was
not possible for the system to run fully automatic. Hence, we implemented a
Semi-Automatic Wizard of Oz in this study. In contrast to the first study, in
this study The Wizard only controlled Automatic Speech Recognition modules in
Sensing Components and part of Interpreter modules in Interpreter Components,
while the other components remained automatic.
In this study we did some improvements based on the evaluation of the
previous studies. Firstly, we made the instructions for the game rules clearer
as compare to the previous. Secondly, we put some fun elements in game (i.e.
background image, music, and background e↵ect). The tempo of the music is
increasing dynamically based on the game level to create the tension. The background image (see Fig.2) also created a story that the virtual game companion
is at the top of Ben Lawers Mountain, with a bird sound playing in the background. Several participants even asked the virtual game companion to walk and
show them around what the mountain scenery looks like.
There were 46 distinct participants (25 males, 34 children) with 50 interactions (44 with Poppy, and 6 with Spike). The total duration of interactions
was 2 hours 32 minutes and 12 seconds (MIN = 35s; MAX = 559s; AVG =
181.94s; SD = 90). All participants spontaneously played with the virtual game
companions without knowing what they should/can do with the virtual game
companions except 1 participant who had previously interacted with a virtual
game companion. From all participants, there were 32 participants who finished
their game with Poppy (winning rate 75 %). All participants who played with
Spike, didn’t want to continue playing with Spike because it was too hard to
make Spike laugh and ultimately got bored.
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Fig. 2. First (Left) and Second (Right) Version of Background

4

Result and Discussion

In all studies, participants who were interacting and playing with virtual game
companions successfully perceived their personality and felt Poppy is more friendly,
while Spike looked rigid, angry, and hard to defeat. Some participants said they
never wanted to play with Spike again. This can be infered from the behavoiurs
shown by the participants during the interactions. For example: Participant No.
41 from the third study said “He (Spike) seems unfriendly, I’ll never want to play
with him again.” However, interestingly, most of the participants prefer Spike’s
voice because sometimes Poppy’s words were hard to understand. Figure 4 shows
top 5 topics that participants like to talked about, with the virtual game companions. Topic about the game itself was the most popular topic for conversation
with the virtual game companions with total occurrences of 92 times (total AVG
duration 178 sec), 49 times (total AVG duration 113 sec), and 457 times (total
AVG duration 1330 sec) respectively for first, second, and third study.
In the first and second study we found out that topic about news was not
a good topic to start the interaction. 83 % participants turned the conversation
down with saying “no good news”. Thus, in the third study we changed the
topic into a context specific topic (i.e. about The Mayfest event) (e.g. Did you
enjoy mayfest? or What is your favourite activity in Mayfest?). Participants
responded positively about this topic with total AVG duration of 242 sec spent
on this topic. In addition, in the third study, a number of people liked to tell the
virtual game companion about themselves with 83 occurrences and total average
duration of 208 sec spent on this topic.
Figure 4 illustrates top 5 movements preformed in all studies. In the first
and second study top of the attack movements type when playing the game
is facial expressions which occurred 34 times (total AVG duration 30 sec)and
26 times (total AVG duration 6 sec) respectively. Similarly, in the third study,
facial expressions was the top choices to perform with total occurrence of 184
times (total AVG duration 139 sec). In addition, in the third study, a number
of participants also performed the “knock-knock” jokes. Hand movements were
also frequently seen in combination with other movements.
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Table 1. Top 5 Topics in The Studies
Study # Topics
Occurrences Total AVG Duration (s)
The Game
92
178
Greeting
56
69
STUDY I About News
21
54
Goodbye
12
26
Error
6
21
The Game
49
113
Greeting
34
82
STUDY II About News
25
45
Clarification
45
41
Error
9
32
The Game
457
1330
Greeting
122
248
STUDY III Mayfest
161
242
About Player
83
208
Goodbye
32
100
Table 2. Top 5 Movements in The Studies

Study # Movement Type
Occurrences Total AVG Duration (s)
Facial Expressions
34
30
Jokes
26
29
STUDY I Body Movements + Facial Expressions
7
17
Body Movements
5
11
Head Movements
3
5
Facial Expressions
26
6
Facial Expressions + Body Movements
1
4
STUDY II Jokes
9
3
Head Movements
4
3
Facial Expressions + Head Movements
2
2
Facial Expressions
184
139
Facial Expressions + Hand Movements
63
105
STUDY III Jokes
76
92
Head Movements
21
33
Noise
16
19

All studies indicate that the virtual game companion is reasonably good in
perceiving user’s facial expressions especially for Action Unit 12 (Lip corner
puller), a bit slow but reasonably accurate for Action Unit 27 (Mouth stretch),
but sometimes give false positive for Action Unit 1 (Inner brow Raiser). Based
on the debug screen (See Fig 1), the virtual game companion’s urge to laugh
(emotion perception) is reasonably good in reacting to the user’s action from
facial expressions. Furthermore, from total of 5 repeated interactions, only 3
participants were successfully recognized by the virtual game companion. In
addition, there was one participant who was recognized as some other participant
by the virtual game companion, despite that the participant has never interacted
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with the virtual game companion before. As a result of the experimental setting
of the MayFest and a relatively low turnout of the pilot studies, most of the
participants were new to the system. Therefore, this setting did not allow us to
evaluate the social relationship modules.
In the fully automatic system, the failure of the virtual game companion’s
perception of the verbal communication is a substantial obstacle to overcome.
Seven out of twelve participants were not able to play with the virtual game
companion because the virtual game companion failed to understand the user’s
utterances and repeatedly asked the participants to rephrase their word, or talked
randomly.

5

Conclusion and Future Work

In order to achieve a fully automatic system for integrated virtual game companions, there are some problems need to be addressed. Firstly, it still needs
to continuously improved in the game story and refine the game mechanics to
make the game more fun and enjoyable. Secondly, a fully automatic system using speech recognition, is still tricky to implement in the open space area with
noisy environment. The system turned down 58 % of interactions by failing to
understand the participant’s utterances in the fully automatic system.
A virtual game companion context based conversation will be the focus on
our next development. Moreover, a trained model of noise in the background
is also needed to filter the noise. In addition, from the large number of video
data collected, we are now working to automatically learn the interaction rules
and additional attack movements for the virtual game companions through the
facial expressions performed by the participants. In order to achieve this, we
annotated the recordings using the Facial Action Coding System (FACS) [6] for
the participants’ facial expressions and created a transcript of the participants’
utterances. In addition the attack movements can be also rated and implemented
as the virtual game companion’s internal state of urge to smile using machine
learning or statistical method.
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Abstract. This paper describes ongoing work related to the video analysis of conversations, and in particular to recognising of body, head and
leg movements of conversing partners. We discuss a modification of our
earlier movement recognition algorithm to decompose the bulk of body
movement into three parts so as to distinguish body, head and leg gesturing as separate activities. We also visualise the movements together
with the participants’ speech so as to correlate the various multimodal
signals in conversational settings. We report results which can be linked
to the conversational participants’ experience and engagement in the
interaction.
Keywords: multimodality, gesturing, body and head movement detection, interaction, engagement

1

Interaction and gesticulation

Dialogues are collaborative activities where the participants are engaged in various social tasks, such as organising and coordinating their contributions, and
calibrating their meanings as they go along. Utterances are thus produced in a
social situation, under the guidance of a pragmatic aim, and the participants’
interaction forms a social system rather than a set of alternating monologue [8].
During a conversation, the interlocutors perform body movements. Some
of the movements demonstrate the speaker’s intentions, interests, and feelings,
some are more related to the speaker’s need to keep their physical balance. For
instance, [12] describes human body movements as a continuum with one end
concerning communicatively significant gesturing and the other end concerning
movements without over communicative meaning. He uses the term “gesture” to
refer to the intentional communicative actions in general, while the term “gesticulation” refers to the movement with a meaning related to the accompanying
speech, and is specified with the preparatory, peak, and recovery phases.
In this paper, we use Kendon’s terminology and describe an algorithm for detecting human gestures. In particular, we aim to separate gesticulations of head,
hands, and body, so as to study further how the participants engage themselves

in the conversation and how multimodal activity of visual and auditive signalling takes place. Following [1], we hypothesise that most of the gesticuation
in a dialogue is performed by the speaker, while the listeners’ gesticulation is
less prominent. Most of the speaker’s communicative gesticulation tends to occur
when the speaker wants to emphasise or highlight parts of the message which
she considers relevant and wants to draw the listener’s attention to, while the
listener’s gesticulation is mainly related to nodding and other feedback giving
signals.
Gesticulation is an important component of utterances, and often it is parallel or complementary to what is encoded in words. [12] assumes that the utterance cannot be fully comprehended unless its gestural component is taken into
consideration, too. According to [14], speech and gesture form a single system
of meaning representation: gesture does not derive from speech or speech from
gesture, but both derive from a deeper idea that speech and gesture represent
co-expressively.
Although gesticulation represents some aspects of the spoken content, gestures are also physical actions with their own distinct properties, for example,
they occur at specific moments in time and at particular points in space. A gestural sign is formed by the cognitive system that is also used in the movement of
the body in the physical environment. Content motivates the form of a gesture
as the linguistically codified meanings get their gestural representations during
speaking, i.e. gesturing can be regarded as part of the speaker’s online thinking.
For instance, [14] emphasises a close fit between the co-occurrence of a gesture
and speech expressing whole concepts or relationships between concepts: the
“peak” of the gesture (Kendon’s “stroke”) coincides with what was identified as
the conceptual focal point of the speech unit.
There have been various gesture classifications in the literature, and the
terminology may be somewhat confusing (cf. [12], [14]. As we do not intend
to interpret gesticulation but rather focus on the detection of gestures in the
videos, this paper will not go further into the issues of gesture classification.
Instead, we will describe our detection algorithm in more detail, and discuss
some examples which clearly show how body movements and the flow of speech
are closely linked within the speaker’s communication system and between the
conversational participants.
The short paper is structured as follows. We introduce our data and gesture
detection algorithm in Section 2, and discuss the results with some examples
and future prospects in Section 3.

2

Gesture Detection Algorithm

Our goal is to segment out heads and bodies of the persons from conversational
video files. In our earlier work ([16]), we presented a movement recognition algorithm so as to automatically segment videos with respect to participants’ movements. The problem with the previous algorithm was that it only considered the
body as a whole, which made it difficult to interpret movement coordinates with

respect to head, hand and body gesturing. In the new version of the detection algorithm, a more sophisticated technique is introduced that distinguishes di↵erent
parts of the participants’ contour box (head, torso, and legs), thus allowing for
a more detailed view of the participants’ movements. The algorithm consists of
movement detection with various steps (Section 2) combined with noise removal
(Section 2.4), and the extracted visual data of gesticulation is then coordinated
with the speech data (Section 2.7).
2.1

The MINT dataset

As before, we use the videos from the the Estonian First Encounters Dialogue
Corpus which is collected in the MINT (Multimodal INTeraction) project [10].
The project deals with multimodal interaction and aims at analysing and building automatic tools that could also be used for modelling Artificial Intelligence
based interactive agents.
The MINT dataset contains 23 videos of the Estonian First Encounters Dialogues where the speakers are unfamiliar with each other and they are expected
to make acquaintance with their partner. They are expected to describe their
likings to the partner but not to start emotional arguments on due to social politeness rules. Original Full HD (1920x1080px) videos were resized to 640x360px
before the data processing to reduce the computation time of the video processing that will be described in the following sections. Frame rate of the videos was
25 frames per second.
2.2

Previous work

Human detection in videos is a widely researched area and many di↵erent techniques like histogram of oriented gradients [5], Haar-like vawelets and AdaBoost
[17], or multiclass statistical model of color and shape [18] have been developed
over the years for that purpose. See [6] for a survey. Background subtraction is
one of the simplest and computationally cheapest solutions for detecting foreground objects. That is the main reason we were also using the background
subtraction for detecting person in the videos as we were interested in real-time
detection speeds.
2.3

Head and body movement detection

Our goal was to segment out heads and bodies of the persons from the MINT
conversational videos. As the first frame in the video did not contain any persons
we used that frame as the background image. We converted it from RGB to
grayscale and applied Canny edge detector [3] on it to retrieve a black and white
image containing only edges present in that frame.
Next, we iterated over all the frames of the video to segment out human head
and body position coordinates. Our segmentation was done in the following way:
we converted original video frame into grayscale and applied Canny edge detector

on the frame just as we did previously with the background frame. Next, we
subtracted the background frame from the current frame. The resulting image
contained only edges of the persons.
Next, we applied morphological closing operation [7] which is combination of
morphological dilation [7] and erosion [7] operations applied one after another.
We used closing operation to reduce possible noise and to retrieve non-contiguous
contours.
Next, we applied contour finding algorithm [15] and used the two contours
that had the largest areas. These two contours were the detected persons present
in the frame. Once the human body locations were detected we cropped out the
topmost region of the contour as the head and used contour finding algorithm
once again only on that cropped out region. This way we were able to retrieve a
very precise location and size of the head in the frame.
Next, we used the coordinates of the head to determine where the body
started vertically in the whole body surrounding contour. We divided that contour into two parts vertically, top part contained torso and the bottom part
contained legs. We applied contour finding algorithm once again on these frame
regions to retrieve precise coordinates of the body and leg locations in the frame.
A sample of the head and body segmentation steps of a single frame can be seen
on Fig. 1.

Fig. 1. Head and body segmentation steps (from left to right): edge detection, background subtraction, closing, head contour, body contour, and the final result with head,
body and leg coordinate detected for both persons.

2.4

Noise removal

After retrieving the coordinates of the human head and body positions and
sizes in each of the video frames we applied noise removal techniques to these
coordinates as the segmentation of the video frames is not perfect and usually
contains some noise in it. During the noise reduction, all the data points, where

the head or body position coordinates in the sequential frames were di↵ering
more than a certain threshold, were replaced with median value of that particular
coordinate series. In addition, cases where the human body back coordinate value
was greater than the human body front coordinate value were obviously incorrect
and we used median coordinate values there instead as well.
After noise removal, there were 3 horizontal coordinates for each person per
frame. These three coordinates were back and front coordinates of the human
body position and a single coordinate for the head position. We only used the
middle point value of the head coordinates as the human head doesn’t change
it’s horizontal size. We named these coordinates in a following manner: LBB (left
person body back), LBF (left person body front), LH (left person head), RBB
(right person body back), RBF (right person body front), and RH (right person
head). With these three coordinates for each person we were able to capture all
the horizontal movements of the human head and body during the conversation.
From this data it was possible to discover the moments when persons were
performing some kind of hand movements during the conversation. It appears
that the segmentation and data cleaning was very successful as all the hand,
body and head movements could clearly be seen from the peaks of the body and
head coordinates (see Fig. 2).

Fig. 2. A visualisation of a conversation. The top part of the diagram shows the head
and body movements of the speaker on the right in the video scene, while the bottom
part show those of the left speaker. The curves correspond to RBF, RBB, and RH, as
well as the LBF, LBB, and LH coordinates, respectively. A lot of hand movements can
be seen from the LBF and RBF values (the two middle curves).

2.5

Hand movement detection

Using the body coordinates with noise removed, we detected possible hand movements from these coordinates. We found the median values of the di↵erences
of the front and back coordinates and discarded all the values below a certain
threshold. Finally, we applied a simple peak finding algorithm to the thresholded
coordinate values and retrieved a list of possible hand movement coordinates.

2.6

Speech data

In addition to automatic head and body position extraction from the conversational videos we also used manually annotated speech data. Three di↵erent types
of vocalisations were distinguished: verbal speech, laughs, and non-articulated
vocalisations (e.g, hmm, umm, ahem). Timestamps were assigned to these segments and the whole conversation containing both the visual and auditive data
could be visualised as seen in the diagram in Fig. 3.
The diagram shows the whole conversation, divided into one minute parts
for each line. Each part is logically divided into two vertical sections, the top
section containing the right speaker’s speech and the bottom section that of the
left speaker. In addition, these sections show the three types of vocalisations:
the sections closer to the middle of the whole diagram show the participants’
laugh events, the middle sections contain the actual speech, and the outermost
sections depict the non-articulated vocalisations.

Fig. 3. A speech diagram of a 5-minute dialog with each line showing a one-minute
part. Each line contains a top part for the right conversational partner (green colours)
and a bottom part for left conversation partner (blue colours). The three types of
vocalisations are distinguished by the colour tone: the darkest colour represents nonarticulated vocalisations, average tone is for the speech, and the brightest tone shows
laughs.

2.7

Combined visual and speech data

The correlation between visual and speech modalities can be visualised with the
combined data plots as in Fig. 4. These diagrams contain six line-plots (three per
person) containing back and front locations of both conversation partners’ upper
body as well as the head locations of these persons as described in section 2.4. In
addition, there are also three categories of speech data shown next to head and
body position coordinates. Speech data is named in following manner: LS (left
person speech), LL (left person laugh), LV (left person vocalisation), RS (right
person speech), RL (right person laugh), and RV (right person vocalisation).
On top of speech data we are also showing possible hand movements which
were detected as described in section 2.5. There are LHM (left person hand
movements) and RHM (right person hand movements) shown with red circles.
This diagram helps to get an overview of the whole video and quickly notice
parts where something interesting or unusual happens.

Fig. 4. An example of one minute long excerpt of a conversation where head and body
movements of the conversation partners are combined with their speech data into a
single diagram. Person standing on the left (blue lines on the bottom) is performing
many whole body movements as well as hand movements during the conversation.

3

Discussion and Future Work

In this paper we have presented an algorithm for detecting body movements on
videos, and extended our previous algorithm [16] to distinguish the three parts
of the body: the head, the torso and the legs. The work provides a starting point
and a tool to explore conversational participants’ engagement, and especially
their body movement and gestures in the course of interactive situations.
From the video and speech analysis diagrams we can detect di↵erent types
of interaction patterns (they will be discussed further in another paper [11]).
For instance, concerning the participants’ engagement, it can be seen that the
speaker laughs much more than the listener (Fig. 3) and that laughing occurs

together with hand gesturing. The dominant speaker, i.e. the one who speaks
more, also performs most body movements during the conversation (see Fig. 5),
confirming the observations by [1]. It is also interesting to notice that speaker
engagement by bending the whole body forward can be detected (see Fig. 6).

Fig. 5. Many spikes in the LBR coordinate means that this person is doing many
repetitive hand movements during speaking.

Fig. 6. Spikes in the LH and opposite spike in the LBB coordinates mean that the
person is bending forward during the conversation.

The preliminary results show that our detection algorithm can be applied
with fairly good accuracy, and the head and body movements can be separated
in order to give a more detailed view of the participants’ gesticulation.
The combination of movement data with speech occurrences allows us to
visualise the speakers’ visual and auditive engagements in the interaction, and
it also illustrates the synchrony between speech and gesture events. This can
be compared with the work by [2] who measured synchrony and alignment in
spoken interactions, or by Jokinen [9] who applied their method to measure
conversational activity. Similar views can be seen also in the work by Caridakis
et al. [4] and Mancini et al. [13] who analyze human body movements in order
to make the virtual character to respond to the user’s expressive behaviour
appropriately.
We expect that the research presented in this paper can be used to integrate
the user’s body movement with the autonomous agent’s gesture recognition capability, and thus help in producing natural human-agent interactions. Gesture

detection built upon the bounded boxes and combined with the spoken utterances can be used to design the agent’s own gesticulation and to produce appropriate timing for the gesturing in the course of the conversational interaction.
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Abstract. We have performed a perceptive study that shows the existence of positive correlations between the user’s preferences for an artwork (a physical object) and the user’s engagement during the discussion
of this object with a virtual agent. This finding encourages the development of agent dialogue strategies that personalise the topic of conversation in information-giving chat according to the user’s preferences.

1

Introduction

Engagement is crucial in human-agent interaction as it is a prerequisite for the
interaction to go on, and thus a prerequisite for the agent to deliver its messages
and/or to complete the objective of the interaction [4]. We consider engagement
as “the value that a participant in an interaction attributes to the goal of being
together with the other participant(s) and of continuing the interaction” [16].
Previous research has demonstrated that a personalisation according to user
preferences may contribute to, amongst others, an optimisation of user experience in game playing [18], an improvement in customer relationships [11] and an
enhancement of learning efficiency and experience [8]. In this study we explore if
in non-task oriented human-agent interaction, an agent’s personalisation according to the user’s preferences can influence the user’s engagement. Specifically,
we will verify if the user’s preference for a physical object (artwork) plays a role
in the user’s level of engagement during the discussion around this object with
a virtual agent. The outcome of this perceptive study will be used to develop
dialogue strategies for the virtual agent aiming at enhancing user engagement
in human-agent interaction.
In the following two sections we define the type of interaction we look at and
introduce the notion of preferences. In section 4 we present our methodology
and in section 5 our results. In section 6 we conclude and discuss our findings.

2

Information-Giving Chat

The current research is conducted in the context of the French project ‘Avatar
1:1’ that aims at developing a human-sized virtual agent playing the role of a

visitor in a museum. The agent’s task is to engage human users in one-to-one
face-to-face interaction about the museum and some of its artworks with the
objective to give the visitors information about these subjects. The choice of
the exact subject is secondary: what matters is that some amount of cultural
information is transferred, as described also in [10]. We refer to this type of
interaction as an information-giving chat [10] (as opposed to information-seeking
chat [21]). Like information-seeking chat [21], information-giving chat has a more
exploratory and less task-oriented nature but is more structured than general
free conversation [10].
Our aim is to explore if a personalisation of the topic of conversation based
on the user’s preferences of artworks (explained in Section 3) is likely to enhance
the user’s engagement, thereby augmenting the interaction time and thus the
agent’s opportunities to transfer cultural information.

3

Preferences

We interpret a preference according to the definition of Scherer [20] as “a relatively stable evaluative judgement in the sense of liking or disliking a stimulus”.
Preferences are everywhere in our daily lives [13] and the development of personalised content based on preferences increases in multiple domains of humancomputer interaction, such as e-commerce, news reading and computer games
[18].
In the domain of non-task oriented human-virtual agent interaction, user
personalisation is also increasing. Variables taken into account include the user’s
a↵ective state [17][7][14], emotions [15], appearance [15], expressions of appreciation [5] and politeness and formality [9]. In the present work we will verify
if we should augment this list with user preferences that are directly linked to
the topic of conversation. Our goal is namely, to explore if a personalised topic
of conversation according to the user’s preferences regarding physical objects is
likely to enhance the user’s engagement.
Some previously built virtual agent systems give their users the opportunity
to directly select or reject the topics of interaction [3][12], thereby already adapting the interaction to some notion of user preference. However, these preferences
only represent a choice of the user for certain information. The systems do not
take into account the user preferences that may underlie the user’s choice. In
our work we will verify if the user’s preferences towards the physical objects
under discussion play a role in the user’s interest for the discussion and his/her
engagement. This will give us indications for the development and usefulness of
dialogue strategies aiming at agent initiated topic selection.

4

Methodology

In order to find out if the user’s preference for a museum object (artwork) plays
a role in the user’s level of engagement during the discussion of this artwork with
a virtual agent we performed a perceptive study: We asked human participants

one by one to visit a small improvised museum, talk with a virtual agent called
Leonard, and fill in a questionnaire. Below we briefly discuss each of these steps.

Fig. 1. The improvised museum.

4.1

Fig. 2. The ‘statue’ between
the agent and the user.

Museum

Since the project’s avatar Leonard is not yet installed in the museum, we simulated a small museum in our laboratory; We exhibited 4 pictures of existing
artworks in a first room and gave each participant as much time as he/she needed
to observe the artworks, just as they would do in a regular museum (Fig. 1).
The artworks are shown in Appendix A and were chosen as to vary in style
and type of a↵ect they might evoke: a photo of the exhibition of Balloon Dog
by Je↵ Koons, and printed images of the paintings The Kiss by Gustav Klimt,
Composition A by Piet Mondrian, and The Anatomy Lesson of Dr. Frederick
Ruysch by Jan Van Neck. When the participant indicated that he/she finished
looking at the artworks we explained that the visit would continue in the next
room and that there he/she will talk with Leonard, a virtual character who also
visits the museum. We placed another artwork between the screen of the virtual
agent and the user that serves as a first conversation topic (Fig. 2): a picture of
a statue named Soldier drawing his Bow, by Jacques Bousseau (Appendix A).
4.2

Virtual Agent and Interaction

A technical limit for interacting with Leonard is that at the moment we do
not dispose of reliable speech recognition and natural language understanding
modules. To resolve these issues we used a Wizard of Oz: we predefined keywords
with which the participants needed to formulate their reaction (Fig. 3) and
then transmitted the user’s choice for that keyword to the agent. The keywords
represent branches in the agent’s predefined dialogue tree, meaning that the use
of each keyword can lead to a particular predefined agent response. The dialogue
tree is developed by using the hierarchical task network Disco for Games [19].

Fig. 3. Leonard and the keywords
that are needed to talk with it.

Fig. 4. The setting of the interaction.

When the participant entered the room Leonard started the interaction.
Leonard has the appearance of a cartoon-like version of a man of about 70
years old, is displayed on a 75-inch vertically placed screen, and speaks French.
The user was recorded with two kinects and one camera (Fig. 2).
In the first couple of turns Leonard presented itself and asked for the name
and region of the user. This small talk phase (in the sense of [2]) serves to let
the user get used to the character and the way of interacting [2]).
After the small talk phase Leonard started talking about the artwork in
front of it (Fig. 2) as a way to open the conversation about the artworks. Then,
the agent switched to discuss the other artworks of the improvised museum.
For every artwork Leonard provided some information about the object, asked
what the participant thinks of it, and optionally expressed its own opinion (as
described in [6]). The order in which the 4 artworks from the first room were
discussed was random and changed among the participants. After the discussion
of all artworks Leonard closed the conversation. Depending on the user utterance
lengths the entire interaction took between 6 and 10 minutes.

4.3

Questionnaire

Directly after the interaction the participants were presented a questionnaire.
To estimate the user’s level of engagement during the di↵erent phases of
the interaction we used the definition of Poggi et al. [16] (see introduction), by
asking Q1) to what extent the user wants to be together with Leonard and Q2)
to what extent the user wants to continue the interaction during the di↵erent
discussion phases. The di↵erent discussion phases for which these questions were
asked were: the small talk phase (name and region), and each separate discussion
around an artwork. All the questions needed to be answered on a 7 point scale
ranging from not at all to extremely. We also asked Q3) to what extent the user
was interested in the discussion during the di↵erent phases.

In order to estimate the preferences of the users we asked the participants Q4)
to what extent they like the di↵erent artworks (according to Scherer’s definition
[20], see section 3) and Q5) to what extent they find them interesting.

5

Results

33 participants took part in the study (13 female, aged 19-58, all proficient in
French). Analyses of the data show that the participants’ degrees of liking an
artwork is significantly, positively correlated to the users’ engagement during
the discussion of that artwork with Leonard (Kendall Tau tests). This is the
case for both of the aspects of engagement we looked at: wanting to be together
with Leonard (Q1, p <0.001, ⌧ = 0.50) and wanting to continue the interaction
(Q2, p <0.001, ⌧ = 0.52). These results are obtained by taking, for all the
participants, and all the 4 (in random order discussed) artworks from the first
room, the participants’ degree of liking the artwork (Q4), and comparing this
with the scores that the participants attributed to their engagement during the
corresponding discussion phases of all these artworks.
In the same way as above, a positive correlation is found between the extent
to which the users found an artwork interesting (Q5) and their level of both
engagement measurements during the discussion of this artwork (p <0.001, Q1:
⌧ = 0.45, Q2: ⌧ = 0.54). The users’ liking and interest for an artwork are also
positively correlated to the extent to which the participants found the discussion
of the artwork interesting (Q3) (p <0.001, liking Q4: ⌧ = 0.56; interest Q5: ⌧ =
0.49).
For all of the above results, possible e↵ects of novelty [14] are outbalanced
by the random order in which the artworks were discussed. The discussion of
the artwork that is located between the agent and the user (Fig. 2) and that
is always discussed first, before the in random order discussed museum objects,
does not lead to a significant di↵erent level of engagement or interest in the
discussion than the other artworks (Kruskal-Wallis).

6

Conclusion & Discussion

The results of the perceptive study show that the user’s liking (i.e. preference,
see section 4.3) and interest of a museum artwork are significantly, positively
correlated with the user’s engagement and interest during the discussion of this
artwork with a virtual agent. We can therefore confirm our hypothesis that the
user’s preferences of the physical object (artwork) under discussion play a role
in the user’s level of engagement in non-task oriented human-agent interaction.
This conclusion is illustrated by comments from the participants: “This (answer)
shows that wanting to stay with Leonard depends on how much I find the topic
interesting.” “Talking about a work that I don’t like is not pleasant and makes
me less involved in the interaction”.

From this finding we can derive that one of the agent’s dialogue strategies
that is likely to favour user engagement in information-giving chat is personalising the topic of conversation according to the user’s preferences regarding the
underlying objects. The other way around, the revealed positive correlations also
indicate that by detecting a level of user engagement during the interaction we
can obtain indications with respect to the user’s preference towards the current
topic of conversation and its underlying object. These two conclusions have lead
us to develop an agent model that tries to enhance the user’s engagement by
personalising the topic of the interaction, as described in [10].
We found no significantly di↵erent level of engagement or interest during
the discussion of the object that was physically present during the interaction
in comparison with the objects that were located in another room. This means
that this study does not give us reasons to suspect that the physical presence of
an object is required in order to engage the user.
In the future we plan to verify to what extent, and how exactly, a personalisation within the discussion phase of an artwork (object) may influence the
user’s engagement. The fact that the correlations we found have ⌧ -values around
0.50, confirms the expectation that there are more variables than just the topic
of the interaction that influence the user’s engagement. We would also like to
consider what the consequences are of adapting the topic of conversation to the
user preferences on the entire interaction and the overall engagement level of the
user.
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Appendix A: The artworks of the improvised museum

(a) Soldier drawing his Bow –
Jacques Bousseau

(b) Balloon Dog – Je↵ Koons

(c) The Anatomy Lesson of Dr.
Frederick Ruysch – Jan Van Neck

(d) The Kiss – Gustav Klimt

(e) Composition A – Piet Mondrian

Fig. 5. The artworks from the improvised museum. Artwork a. was located
between the user and the agent. The others were exhibited in another room that
was visited before the interaction.

